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Assigning p values to all transitions in a matrix based on their z scores is
problematic on 2 counts: The z scores may not be normally distributed, and
transitions are interconnected. Permutation tests, which require far fewer
assumptions, are an attractive alternative to the standard asymptotic methods
for assigning significance. Moreover, when asymptotic z scores are only some-
what above their critical value and sequences are short, often the exact
probabilities of permutation tests are not less than .05. Log-linear and permu-
tation methods may be used to winnow the set of transitions initially identified
as significant even further. A computer program that performs these tests is
available from the authors.

Most of the statistical techniques taught to grad-
uate students in the social sciences and routinely
used in our journals, it can be argued, are based on
a compromise with the ideal. Before the modern
computer era, the ideal has been feasible only in
rare instances, so approximate but practical meth-
ods have become the norm. The ideal, we argue,
is represented by tests such as Fisher's exact or
the common binomial sign test that yield exact as
opposed to approximate probability values,
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whereas the compromise is represented by most
tests in common use, parametric and nonparamet-
ric alike, whose p values are only asymptotically
correct, although becoming more so as underlying
circumstances approach those required to justify
assumed sampling distributions.

Considerable literature suggests that the com-
promise is not a bad one, that most asymptotic
tests are remarkably robust (for a review, see Kep-
pel, 1991). Still, the issue of exact versus approxi-
mate tests seems worth revisiting for two reasons:
Frist, computer technology is greatly enlarging the
domain of the feasible; and second, for at least
some problems, traditional assumptions may be
problematic. In this article, we consider the appli-
cation of exact tests, which are also called permuta-
tion or randomization tests (Edgington, 1987), to
problems of sequential analysis, in part because
sequential analysis has long interested us (e.g.,
Bakeman & Gottman, 1986) but primarily because
sequential analysis, more than many other applica-
tions, challenges the usual assumptions and also
because sequential analytic problems pose particu-
lar challenges for exact tests. Our intent is to com-
pare asymptotic and exact tests as applied to
sequential analysis, which can deepen our under-
standing of traditional analyses and serve as a
guide for future practice.
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Traditional Sequential Analysis

Researchers who find sequential analysis useful
typically define one or more sets of mutually exclu-
sive and exhaustive behaviors. Coders are then
asked to identify these behaviors as they occur in
the stream of behavior, resulting in what we call
event sequential data (Bakeman & Quera, 1992,
1995a). For example, Leaper (1991) recorded the
conversation of pairs of children, segmented tran-
scripts into stretches of relatively homogeneous
content (which he called message units), and then
coded each message unit as collaborating, control-
ling, obliging, or withdrawing. Similarly, Bakeman
and Adamson (1984) recorded infants and their
mothers engaged in structured free play and then
coded stretches of relatively homogeneous infant
behavior (which they called engagement states)
as unengaged, onlooking, engaged with persons,
engaged with objects, or engaged jointly with per-
sons and objects.

Often questions that motivate collection of such
data concern associations between preceding and
subsequent events (e.g., is joint engagement more
likely after person or joint engagement?). Assume
for now that we are primarily interested in lag 1
transitions (although comments made here gener-
alize to negative lags and lags larger than 1) and
that K behaviors, coded A, B, C, and so forth,
are defined. When seeking to understand possible
sequential influence, usually transitions between
events are tallied in two-dimensional contingency
tables (Castellan, 1979). For example, if K is 5
then the table might look like this:

1: A B D

0: A
B
C
D
E

*AA

XBA

*CA

*DA

*EA

*+A

*AB

XBB

XCB

XDB

XEB

X + B

*AC

XBC

Xcc

XDC

XEC

X+c

*AD

•^BD

-^CD

-^DD

•^ED

•̂  + D

^AE

^BE

XCE

XDE

XEE

X+E

x*+
XB+

Xc+

-^•D+

XE+

X + +

Rows represent lag 0 or given behaviors, columns
represent lag 1 or target behaviors, and individual
cells represent counts for the various transitions
(e.g., from A to A). Cell counts are symbolized as
Xij. Here, letters instead of the more usual numbers
are used as subscripts to reflect the row and column
labels. As usual, plus signs indicate summation
over the dimensions indicated.

Lag sequential analysis (Allison & Liker, 1982;
Bakeman & Gottman, 1986; Sackett, 1979) has
often been used to analyze data such as these
(see also Faraone & Dorfman, 1987, who discuss
the less general case of two binary time series;
Budescu, 1984; and lacobucci & Wasserman, 1988,
who address more complex sequential questions
than those considered here). To evaluate the pat-
tern of possible sequential effects, one must exam-
ine residuals—the number of transitions observed
for each cell minus the number expected by a
model that assumes no sequential influence. Usu-
ally residuals are normalized (Allison & Liker,
1982; Fagen & Mankovich, 1980), and, based on
assumptions that the resulting z scores are nor-
mally distributed, an asymptotic p value is as-
signed. However, as assumptions become untena-
ble (e.g., as sequences become short or marginal
distributions quite skewed), asymptotic p values
become doubtful (for rules of thumb, see Siegel,
1956; McNemar, 1962). In such cases, permutation
tests, which do not require distributional assump-
tions and which yield exact instead of asymptotic
p values, should be used.

In addition, no matter whether significance is
determined approximately or exactly, an interpre-
tation that emphasizes the entire set of statistically
significant transitions is problematic. Both prob-
lems were noted by Fagen and Mankovich (1980).
They argued, first, that statistical significance can-
not reliably be assigned to the results of these tests
using asymptotic methods because of uncertainties
regarding the probability distributions of the test
statistics. Second, when more than one test is con-
ducted on a transition matrix, the tests are not
independent. After all, if one residual in a table
is unusually high, one or more others necessarily
must be low. The analysis of interrelated residuals
is not a new concern (see, e.g., Haberman, 1973;
Bishop, Fienberg, & Holland, 1975; for an excel-
lent summary of the problem, see Fagen & Man-
kovich, 1980). Unfortunately, when significance is
assigned to cellwise statistics, the set of transitions
identified as significant will include some that can
be regarded as induced by others.

The problem is to identify a smaller subset that
accounts for the observed tablewise association.
One method is Brown's (1974) stepwise algorithm
that, in effect, orders residuals based on their con-
tribution to the tablewise lack of goodness of fit.
Such an approach is easily implemented with stan-



BAKEMAN, ROBINSON, AND QUERA

dard log-linear analysis programs (e.g., ILOG;
Bakeman & Robinson, 1994). The cell that causes
the largest increase in goodness of fit when re-
moved (i.e., replaced with a structural zero) is
identified, then the cell that causes the next largest
increase, and so forth, until the remaining cells fit
a model of row and column quasi-independence
tolerably well (as evidenced by a goodness-of-fit
statistic with ap value greater than .05). Analogous
to the distinction between stepwise and hierarchic
multiple regression (Cohen & Cohen, 1983), the
order of removal can be determined by sample-
based statistical criteria as recommended by
Brown (1974) or can be more conceptually deter-
mined as we prefer (Bakeman & Quera, 1995b).
In either case, interpretation then focuses on a
subset of the initially significant transitions. (Alter-
natively, and recognizing that cellwise statistics en-
tail many tests, a reduced alpha level could be
used for them—e.g., a Bonferroni correction—but
log-linear approaches have the merit of treating
the table as a whole and directly testing the model
of quasi-independence.)

Other approaches are possible. For example, in
the context of a confirmatory study, the impor-
tance of just one or a small number of transitions
hypothesized to be frequent could be tested hierar-
chically (in which case the partial chi-square statis-
tic representing the difference between the good-
ness of fit of two models, where one model includes
the transitions of interest and one does not, would
be significantly large). As a general rule, we favor
such explicit tests of particular hypotheses, but
recognizing that sequential analysis has often been
used in exploratory ways, we nonetheless think it
useful to understand better the usual asymptotic
cellwise tests of significance.

In a subsequent section, we compare them with
permutation tests because, like Read and Cressie
(1988), we think permutation tests represent the
standard against which asymptotic tests must be
judged. Moreover, comparing asymptotic and per-
mutation methods provides a foundation for the
application of permutation tests to sequential anal-
ysis generally, including the winnowing issue
raised in the previous paragraph. However, we are
not the first to recommend permutation methods
for sequential problems. Such recommendations,
and comparisons with asymptotic methods, have
been made by Rechten and Fernald (1979), who
found little difference (but they permuted their

data only 200 times, which may not be sufficient),
and by Yoder and Appelbaum (1992) and Yoder
and Tapp (1993), who found asymptotic methods
slightly more prone to Type I error (we return to
this matter when discussing results of our simula-
tions).

Asymptotic Tests of the Sequential Z Score

Before discussing permutation approaches, let
us first consider the traditional asymptotic ap-
proach to sequential analysis. Event sequences are
of two kinds, those that permit consecutive events
to be assigned the same code (e.g., one collaborat-
ing message might follow another) and those that
do not (e.g., two successive engagement states can-
not both be coded unengaged). In the first case,
expected frequencies are computed using the fa-
miliar formula

(1)
where m^ represents an expected frequency and
the computation assumes row and column inde-
pendence. Then the adjusted residual, a statistic
that gauges the extent to which the observed tran-
sitional frequency deviates from the value pre-
dicted by the model of independence, is

(2)

where

X+j ,
p+; = — and

X++
pi+ =

(Haberman, 1978, p. Ill; note that Equation 2 is
somewhat different from the usual lag sequential
z score; see Bakeman & Quera, 1995b). In the
second case (when consecutive codes cannnot re-
peat), expected frequencies are computed using
an iterative procedure, and the formula for the
adjusted residual is considerably more complex
(Haberman, 1979, p. 454; but see also Bakeman &
Quera, 1995b).

No matter how the z scores comparing observed
and expected transitions are computed, research-
ers almost always assume that they are normally
distributed with a mean of 0 and a standard devia-
tion of 1, and thus regard scores larger than 1.65
(one-tailed) or 1.96 absolute (two-tailed) as sig-
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nificant at the .05 level. Yet assumptions required
for normality may not be sufficiently fulfilled, in
which case inferred p values will be inaccurate.
Even if issues of independence are not of concern
(Bakeman & Dorval, 1989), asymptotic results
based on few tallies or highly skewed distributions
may be misleading.

Exact Permutation Tests

The problems created by possibly unwarranted
assumptions can be evaded in a simple and
straightforward way. There is no need to assume
how the test statistic might be distributed; the ac-
tual sampling distribution can be constructed in-
stead. Then the p value for the observed statistic
can be determined exactly, bypassing the usual
assumptions. This is not a new idea in the history
of statistics, and exact tests have always had an
intellectual appeal (see, e.g., the discussion of Fish-
er's exact test in Hays, 1963). Indeed, it can be
argued that, absent technical considerations, they
are always preferable to their asymptotic cousins,
but now the speed and ready availability of com-
puters are making exact tests practical in a way
they have not been previously.

What are often called exact tests might better
be called tests that yield exact, as opposed to ap-
proximate,/? values. They are also called random-
ization tests (e.g., Bradley, 1968), although at least
some experts (e.g., Edgington, 1987) reserve that
term for tests involving data that result from ran-
dom assignment of experimental units either to
treatments or treatment times. Permutation test
seems the more descriptive and more general term
(Edgington, 1987) and is the term we use here.
Like nonparametric tests, and unlike the common
parametric z, t, and F tests, their derivation and
application do not involve explict assumptions
about population distributions and parameters
(Hays, 1963). And unlike the usual applications
of nonparametric tests such as those based on the
chi-square distribution, they do not rely on asymp-
totic theory that is valid only if sample sizes are
reasonably large and well balanced (Mehta & Pa-
tel, 1992).

The familiar sign test or binomial test is perhaps
the best known example of an exact permutation
test. Here, we briefly review this simple statistic
to exemplify the salient features of permutation
tests generally. Permutation tests rely on the refer-

ence set, which for exact permutation tests is the
set of all possible results given initial constraints,
such as the 2N different outcomes given N binary
trials. For the sign test, each of the possible out-
comes can be categorized by the value of r associ-
ated with it, where r symbolizes the number of
observations with the first binary outcome. As is
well known, the value of r can vary from 0 to N,
and the number of different possible results for
each value of r is

N Nl
rj r\(N-r)l' (3)

which is the binomial coefficient. For example,
assume 18 of 24 observations are coded true. Then
only one possible outcome (or permutation) con-
sists of 24 true and no false, 24 permutations have
23 true and 1 false, 276 have 22 true and 2 false,
2,024 have 21 true and 3 false, and so forth. Now
we can evaluate the exact probability of a result
as extreme (or more so) as the observed one (as-
sume a one-tailed test for now). It is the number
of possible results for which r is 18 or greater
divided by 224, the total number of possible results;
rounded to three significant digits, this is 0.0113.
Such exact probabilities are somewhat tedious to
compute in practice but relatively easy to under-
stand in principle.

The reference set for the sign test is easy enough
to construct, and this might even be said for Fish-
er's exact test for a 2 x 2 contingency table. But
for anything much more complex, constructing an
appropriate reference set quickly gets bogged
down in complex detail and tedious computation.
For example, assume that only four events are
coded, only two codes are used (i.e., K = 2), lag
1 transitions are tallied, and the observed sequence
was A B A B. In this case, *AA or p(Ai\A0) is 0. To
determine the exact probability of a result this
extreme, we need first to examine the 4! or 24
permutations of the four events, tally each se-
quence in a 2 x 2 table, and count the number of
tables for which the upper-left-hand cell (XAA) is
zero. Exactly eight fit this pattern, so the exact
probability is .33. In other words, one third of
the permutations of this trivial sequence do not
contain one A following another. But realistic se-
quential examples would almost never contain so
few coded events.

At first glance, it might be tempting to think



BAKEMAN, ROBINSON, AND QUERA

Table 1
The Exact Probability That No A Follows Another A
in A B A ... Sequences of Three Through Nine Events
Compared to Fisher Exact Probabilities for Similar
Cell Frequencies

N

3
4
5
6
7
8
9

Nl

6
24
120
720

5,040
40,320
362,880

/(*AA = 0)

2
12
12
144
144

2,880
2,880

Sequential p

.333

.500

.100

.200

.0286

.0714

.00794

Fisher p

.500

.333

.167

.100

.0500

.0286

.0143

Note. N is sequence length and N\ the number of permuta-
tions. For the present case (ABA.. . sequences, i.e., alternating
sequences of two codes beginning with code A), the probability
that -tAA = 0 for all permutations, where r = N •*- 2 truncated
to an integer, is (1 + r)l(?) when N is even and !/(*) when N
is odd. The Fisher p, computed using the hypergeometric for-
mula, permutes cell frequencies and gives incorrect probabili-
ties for sequences.

that Fisher's exact test could be used with se-
quences, but this is not so. The sequential exact
test begins with the A B A B sequence, and as
a result, row and column marginals tallied from
permuted sequences sometimes differ by 1 from
those observed. In contrast, Fisher's exact test be-
gins with the observed contingency table

1: A B

0: A
B

0
1

1

2
0
2

2
1
3

and asks how many permutations of the observed
counts are there that preserve these row and col-
umn marginal totals. The exact probability for the
observed result (XAA = 0) is .5, which can be com-
puted using the hypergeometric formula (e.g., see
Hays, 1963) and is not the same as the .33 for
the sequential result. (Probabilities for sequence
lengths through 9, assuming K = 2, are given in
Table 1, but again, real problems rarely deal with
such short sequences.) Thus, although some statis-
tical programs perform exact tests (e.g., StatXact;
Mehta & Patel, 1992; see also, Lynch, Landis, &
Localio, 1991, who comment on StatXact; addi-
tionally, SPSS recently announced SPSS Exact),
including tests for contingency tables, none per-

mute sequences, hence none perform exact permu-
tation tests analogous to the asymptotic z score
tests for sequential transitions discussed in the pre-
vious section.

Sampled Permutation Tests

For many problems, including sequential ones,
the size and complexity involved in producing the
complete reference set renders exact permutation
tests impractical. However, there is a simple alter-
native. Instead of actually constructing the com-
plete reference set, a subsample of elements from
the full set can be formed instead using random
or Monte Carlo procedures. StatXact (Mehta &
Patel, 1992), for example, routinely uses Monte
Carlo estimates for exact p values when a data set
is too large for exact algorithms (i.e., those that
generate the complete reference set). But sampled
permutation can be used generally. As Edgington
(1987) noted:

It serves the same function as systematic [exact]
data permutation with a substantial reduction in the
number of permutations that need to be considered.
Instead of requiring millions or billions of data per-
mutations, as would be required for the systematic
data permutation method for many applications of
randomization tests, the random data permutation
method [sampled] may be effective with as few as
1,000 data permutations, (p. 43; terms used in this
article are given in brackets)

Thus, sampled permutation tests can always be
used, whether or not exact (i.e., complete) permu-
tation tests are feasible. This is especially useful
for sequential applications for which exact permu-
tation tests can involve astronomical numbers of
permutations.

Consider how a sampled permutation test would
proceed, assuming that N behavioral events are
each assigned one of K codes. Let bt represent one
event and 61, b2, fc3, ... bN, the entire sequence.
Usually, overlapped transitions (b\ to b2, b2 to 63,
fc3 to 64, etc.) are tallied in a lag 0 by lag 1 table
such as the one shown earlier so that x++ equals
N—l (for other variations, see Bakeman & Quera,
1995b). The result is a K X K table of observed
transitional frequencies (or probabilities) and the
task is to test each one statistically, estimating its
exact probability.

To sample from the reference set, we must re-
peatedly shuffle, that is, randomly order or per-
mute the observed sequence of TV codes. The shuf-
fling algorithm we used is described in Castellan,
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1992, who notes that other shuffling algorithms
may not be reliable (a copy of the Pascal program
we used is available on request). After each shuf-
fle, frequencies for each cell in the K X K table
are tallied. After some relatively large number of
shuffles (e.g., 10,000), sampling distributions for
each cell will have accumulated, and then the posi-
tion of each observed frequency relative to its sam-
pling distribution can be computed. This provides
an estimate of its exact probability. A procedure
specifically designed for sequences is required
(Rechten & Fernald, 1979); as discussed earlier,
programs that permute counts in a contingency
table but do not consider their sequential origin
will not work.

Exact permutation results in exact probabilities;
the result is the same each time the procedure is
repeated. Sampled permutation results in esti-
mates of exact probabilities. It we repeat the pro-
cedure several times, the results will vary some due
to the random shuffling. This is hardly problematic
because, as Mehta and Patel note (1992, pp. 4.16-
4.17), with enough runs estimates can be computed
to any accuracy desired. For example, we might
permute a sequence 1,000 times before estimating
exact probabilities but then replicate the proce-
dure 10 times. Based on the 10 replications, we
would next compute a mean for the 10 estimates
along with its 95% confidence interval. To narrow
the confidence interval, and so provide greater
accuracy, we need only repeat the procedure more
times (e.g., 50 or 100 times instead of 10).

Exact and Asymptotic Cellwise
Probabilities Compared

On logical grounds alone, the permutation pro-
cedure just described seems superior to the more
usual asymptotic one. It relies only on permuta-
tions of the data observed and uses them to con-
struct an empirical sampling distribution; further
assumptions are not required. To quantify com-
parisons between the two approaches, we next de-
vised a simulation. Sequences consisting of five
different codes (labeled A, B, C, D, and E) were
generated; consecutive codes were allowed to re-
peat and lengths were 51, 126, and 251. These
lengths were chosen so that tables of lag 1 transi-
tions would contain 50, 125, and 250 tallies; 125
was chosen so that the total sample would be at
least four or five times the number of cells as
recommended by Wickens (1989). Depending on

marginal distributions, probably sequences of 50
can be viewed as too short (because they are likely
to generate too many small expected frequencies;
again, see Wickens, 1989) and 250 as adequate for
the usual asymptotic z test.

For each sequence generated, transitions were
tallied and the scores associated with one cell com-
puted. Arbitrarily, we choose the upper-right cell
(JCAE); in practice, an investigator would probably
be interested in other cells as well, but for exposi-
tory purposes here we focus on just one. The first
100 sequences of each length for which the z asso-
ciated with XAE was greater than 1.0 and less than
3.0 were selected for further investigation because
these values straddle 1.645 and 1.96, the .05 critical
value for scores distributed normally for one- and
two-tailed tests, respectively (for simplicity, here
we focus just on the upper tail). The generating
program permitted simple and conditional proba-
bilities to vary; for the sequences selected, p(A)
varied from .26 to .48 with a mean of .36, p(E)
from .06 to .30 with a mean of .11, and p(E\A)
from .12 to .50 with a mean of .25. These values
seem both realistic and reasonably variable.

Then, for each of the selected sequences, the
sequence was permuted 10,000 times and the esti-
mated exact probability for the observed count
for cell *AE was computed. Cell counts were used
because they are computationally simple; permu-
tation tests construct distributions, and so further
transformation into statistics (such as z) with an
assumed theoretical distribution is unnecessary
(Edgington, 1987). Results are shown in Figure 1.
The dark curve represents the probability for the
corresponding z score assuming a perfectly normal
distribution. Estimated exact probabilities never
fall below this line, which suggests that approxi-
mate p values as determined by the usual asymp-
totic test represent a limiting case, sometimes ap-
proached but usually not met. As you would
expect, estimated exact probabilities fall above
this line more often and with greater magnitude
when sequences are relatively short.

The upper-right quadrants marked by the solid
lines (one-tailed) and dotted lines (two-tailed) are
particularly interesting. They represent times
when, assuming an .05 criterion, asymptotic tests
would suggest a sequential effect but sampled per-
mutation tests would not (thus leading to Type I
error, assuming that the exact test reflects the true
state of affairs). Type I error rates were less for
larger asymptotic z scores and for longer se-
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Figure 1. Exact probabilities and asymptotic z scores for A-E transitions for 300
tables. The number of tallies (N) is 50, 125, and 250 for the first, second, and third
100 tables, respectively. Tallies are based on sequences that permit consecutive codes
to repeat. Exact probabilities are based on 10,000 permutations. The solid line repre-
sents an exact probability of .05 and an asymptotic z score of 1.645; the dotted line
represents an exact probability of .025 and an asymptotic z score of 1.96.

quences. Next, we ran simulations for K equals 3,
4, and 9, in addition to 5. We reasoned that values
for K often fall within this range and, in any case,
this range should allow us to identify trends. In
accordance with the rationale offered earlier for
K = 5, sequence lengths were 2K2 + 1, 5K2 +
1, and IOK2 + 1. Percentages of estimated exact
probabilities falling above .025 (and so represent-
ing Type I error, two-tailed) for several asymptotic
z score ranges are shown in Figure 2.

As you can see, when K was 4 or greater, asymp-
totic z scores above 2.75 were always associated
with estimated exact two-tailed probabilities of .05
or less, even for quite short sequences (length =
2K2 + 1). On the other hand, asymptotic z scores
less than 2.25 often resulted in Type I error, even
for relatively long sequences. Thus our simulations
suggest that asymptotic z tests are relatively lib-
eral, leading to Type I error when z scores exceed
their critical values by only a little, and that this
effect is more marked when sequences are rela-
tively short.

This procedure just described was repeated, ex-
cept this time consecutive codes were not allowed
to repeat. Lengths used were 2K(K - 1) + 1,
5K(K - 1) + 1, and 10A:(A: - 1) + 1, thus insuring
the same average cell size as before. Adjusted re-

siduals were computed as described by Haberman
(1979, p. 454). Compared with times when consec-
utive codes may repeat, asymtotic tests with nonre-
peating consecutive codes require different com-
putations (see Bakeman & Quera, 1995b).
However, with permutation tests, computations
are identical, except that the shuffling algorithm
must be modified to enforce the adjacent-codes-
must-be-different constraint (Rechten & Fernald,
1979; again, a copy of the Pascal program we used
is available on request). Percentages of estimated
exact probabilities falling above .025 (and so rep-
resenting Type I error, two-tailed) for the asymp-
totic z score ranges indicated are shown in Fig-
ure 3.

In general, results when consecutive codes can
and cannot repeat seem similar (see Figures 2 and
3) although, as expected from a random process,
not perfectly so. The results when consecutive
codes cannot repeat and K is 3 fit the overall pat-
tern less neatly, but this is not surprising given
that these circumstances represent a limiting case
(when K is 2 and consecutive codes cannot repeat,
the sequence is totally determined; see Bake-
man & Quera, 1995b). Moreover, we attempted to
make these simulations realistic, letting simple
probabilities for the codes vary. In other runs, when
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ff: 2K1 SK1 10AT2 N:2K(K-l) SK(K-1)

K:3 \.96<z<2.25

2.25 <z<2.50

2.50 <z<2.75

2.75 <z< 3.00

1.96<z<2.25

2.25 <z<2.50

2.50 <z<2.75

2.75 <z< 3.00

1.96<z<2.25

2.25 <z<2.50

2.50 <z< 2.75

2.75 <z<3.00

1.96<z<2.25

2.25 <z<2.50

2.50 <z< 2.75

2.75 <z< 3.00

100
53
31
17

80
42
36
0

73
25
6
0

100
64
16
0

92
25
0
0

89
10
0
0

100
42
16
0

83
22
7
0

73
0
0
0

100
50
11
0

100
25

0
0

80
0
0
0

Figure 2. Percentages of estimated exact probabilities
falling above .025, when consecutive codes may repeat,
for various asymptotic z score ranges and sequence
lengths (N); K indicates number of codes.

we constrained the simple probabilities to be equi-
probable, results were more neatly patterned than
those shown here. Still, in all cases, Type I errors
were less likely for longer sequences, larger values
of K, and asymptotic z scores further away from
(i.e., larger than) the theoretical critical value.

Winnowing Cellwise Statistics Revisited

Earlier we described log-linear methods for
identifying just those transitions that prevented a
model of independence from fitting as a way of
dealing with interpretative problems caused by the
interrelatedness of residuals. Yet the log-linear
methods used are asymptotic, which raises the
question of whether permutation methods would
yield different results. Results just reported for

K:3 1.96<z<2.25

2.25 <z< 2.50

2.50 <z< 2.75

2.75 <z< 3.00

1.96<z<2.25

2.25 <z<2.50

2.50 <z< 2.75

2.75 <z< 3.00

1.96<z<2.25

2.25 <z<2.50

2.50 <z< 2.75

2.75 <z<3.00

1.96<z<2.25

2.25 <z<2.50

2.50 <z< 2.75

2.75 <z<3.00

67
100
17
40

100
63
57
0

32
55
6
0

86
23
43
60

44
32
0
0

65
0
0
0

85
36
7
0

73
6
0
0

47
0
0
0

100
44

0
0

93
19
0
0

64
0
0
0

Figure 3. Percentages of estimated exact probabilities
falling above .025, when consecutive codes cannot re-
peat, for various asymptotic z score ranges and sequence
lengths (N); K indicates number of codes.

cellwise statistics suggest that, when asymptotic
results barely exceed their critical values, exact
methods may not yield significant results. To ex-
plore this possibility, we present an example com-
paring the two methods.

Using the procedure described earlier, a se-
quence of 126 events was generated (K = 5). The
observed transitional tallies were

1: A B D

0: A
B
C
D
E

2
9
7
9
2

29

7
2
2
4
9

24

8
8
12
3
0

31

8
1
6
3
4

22

4
4
4
3
4

19

29
24
31
22
19

125
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and adjusted residuals, rounded to one digit after
the decimal, were

1: A B C D

0: A
B
C
D
E

-2.4*
1.9

-0.1
2.2*

-1.4

0.8
-1.5
-2.1*
-0.1

3.4*

0.4
1.1
2.1*

-1.3
-2.7*

1.6
-1.9

0.3
-0.5

0.4

-0.2
0.2

-0.4
-0.2

0.8

where an asterisk indicates asymptotic significance
at the .05 level or smaller.

Based on the magnitude of the adjusted residu-
als, we decided to remove cells XEB , XEC , *AA, JCDA ,
XCE, and xcc, in that order, although usually we
prefer a conceptual as opposed to an empirical
rationale. After each cell was removed (i.e., de-
fined as structurally zero), we tested the fit of the
[0][1] model (i.e., the model of quasi-indepen-
dence; see Bakeman & Robinson, 1994) to deter-
mine if the cells remaining now fit, using as our
criterion the asymptotic likelihood ratio chi-
square (symbolized G2). Then we repeated the
procedure, this time computing an estimated exact
probability. The statistic was the sum of the abso-
lute values of the residuals, computed over all cells
not structurally zero (the computationally simplest
statistic suffices for permutation tests so it is not
necessary to compute a chi-square; see Edgington,
1987). Expected frequencies were computed using
iterative proportional fitting (IFF or the Deming-
Stephan algorithm; see Haberman, 1978) as is ap-
propriate for tables with structural zeros. The orig-
inal sequence was shuffled 1,000 times, and the
position of the observed statistic relative to the
sampling distribution was determined. This proce-
dure was repeated 10 times, allowing us to report a
mean estimated exact probability based on 10,000
shuffles along with confidence intervals.

Results are shown in Table 2. Had we only con-
sulted the original adjusted residuals, we might
have attempted to interpret all six transitions
whose associated z scores exceeded 1.96 absolute.
The log-linear procedure suggests that interpreta-
tion should include only three, because once XEE ,
XEC, and JCAA are removed, the remaining transi-
tions fit a model of quasi-independence as gauged
by the asymptotic likelihood ratio chi-square. Yet
estimates of the exact probability suggest that even

that is generous. Once *EB and XEC are removed,
the estimated exact probability exceeds .05, sug-
gesting that only these two cells prevent the [0][1]
model from fitting. Thus, this example conforms
with results noted earlier for cellwise statistics.
When asymptotic results are just barely significant
(here, the critical value for chi-square with 14 de-
grees of freedom is 23.7), estimated exact probabil-
ities may suggest an insignificant result.

Summary and Recommendations

Sampled permutation tests are a viable and de-
sirable alternative to the usual asymptotic tests
used in sequential analysis and possess a number
of desirable features. Primarily, they require few
assumptions of the sort that have long troubled
critics of sequential analysis. Instead, they con-
struct a sampling distribution from the data at
hand and thereby take into account the length of
the sequence and the simple probabilities for the
codes that constitute it. Thus, when asymptotic and
permutation tests support different conclusions, it
seems reasonable to prefer the permutation results
and regard them as more accurate.

Occasionally, sequential analysis is used in a
confirmatory fashion, testing, for example, just one
or a few transitions of paramount interest. In such
cases, our simulations suggest that, especially
when results are weak (z scores less than 2.5 or
3.0 absolute) and sequences relatively short given
the values of K (resulting in ratios of tallies to
cells less than 5), asymptotic tests may suggest
significance that is not supported by sampled per-
mutation. Thus, we recommend that confirmatory
studies use permutation tests and that results of
past studies, when weak, be regarded with some
skepticism.

More frequently, sequential analysis is used in
an exploratory fashion. Again, our simulations
suggest that Type I error may result. For example,
6 of 25 transitions derived from the sequence ana-
lyzed in the previous section were judged signifi-
cant by asymptotic test but only 5 were judged
significant by permutation tests we performed sub-
sequently (using the PSEQ program described in
the Appendix). However, as discussed earlier,
such piecemeal tests (whether asymptotic or exact)
are not recommended for interrelated transitions.
Thus, using log-linear methods, we winnowed the
initial set of 6 asymptotically significant transitions
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Table 2
Goodness-of-Fit Statistics When Declaring Successive Cells Structurally Zero

Model

[0][1]-*EB

1 " J 1 J "•^EB"~'̂ EC
rni ri i v v v

G2

41.3
31.7
23.9

, 16.9

df
16
15
14
13

Asymptotic p

.001

.007

.047

.206

Estimated exact p

.005

.029

.072

.107

95% CI

(.004-.006)
(.027-.032)
(.067-.078)
(.098-.116)

Note. CI = confidence interval. The asymptotic p value assumes a chi-square distribution for
G2. The estimated exact p value and its 95% confidence intervals were derived as explained in
the text.

down to 3. Yet even this may be too many, and
indeed, a permutation test reduced this still further
to 2.

As this example again illustrates, weak asymp-
totic results often are not verified by permutation
tests. Thus, our results are in agreement with
Yoder and Appelbaum (1992) and Yoder and
Tapp (1993), who likewise found sampled permu-
tation tests more conservative than asymptotic
ones. Again, we recommend the permutation re-
sults because of the greater confidence they engen-
der. This seems especially important when se-
quences are relatively short. True, when sequences
are short only relatively strong effects may be de-
tected as significant (which illustrates the general
rule that power increases with increased data). But
with permutation tests, users need no longer worry
whether data are sufficient for a reasonable ap-
proximation to normality because no such assump-
tion is required.

One final comment: although we suggest that
weak asymptotic results be viewed with skepti-
cism, we see no reason to doubt strong results.
Occasionally, critics of sequential analysis object
to assigning significance to transitions because
successive events are not "independent." This
objection would seem to have some merit when
overlapped sampling (b\ to b2, b2 to b3, b3 to
64, etc.) is used. Yet Bakeman and Dorval (1989)
found that when sequences were generated ran-
domly, distributions of a test statistic assumed
their theoretically expected form equally for the
overlapped and nonoverlapped case. The present
simulations, which used overlapped sampling,
support the earlier results and suggest that the
apparent violation of sampling independence as-

sociated with overlapped sampling is not conse-
quential. From this point of view—and reflecting
the traditional divergence between optimists and
pessimists—it is noteworthy not how far away
from the theoretical line the exact probabilities
in Figure 1 are, but how close they come. None-
theless, our experience with the program de-
scribed in the Appendix indicates that sampled
permutation tests are feasible, and we recom-
mend their use whenever the statistical signifi-
cance of sequential transitions is at issue.
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Appendix

PSEQ, a Permutation Program for Sequences

We have developed a computer program for analyz-
ing event sequences by means of permutation tests using
the procedures described in the present article. The
program reads event sequential data files written in
SDIS format (Bakeman & Quera, 1992,1995a) and pro-
vides estimates of exact p values, mean p values, and
their confidence intervals for every cell in lag 1, lag 2,
and so on two-way contingency tables. It also performs
the winnowing procedure described previously, if re-
quested. To process the data, PSEQ first calls another
program (SDIS) that parses the data file and converts
the data into modified SDIS format. If the data have
been previously converted into modified SDIS, then
PSEQ can read them directly. Defaults used by PSEQ
are as follows: (a) Observed sequences are permuted
or shuffled 1,000 times using the algorithm described
by Castellan (1992). (b) The procedure is repeated 10
times (i.e., a total of 10,000 times, 10 blocks of 1,000
permutations each) to compute mean p values and 95%
confidence intervals. A lag 1 two-way table of given by
target codes containing mean p values and confidence
intervals is printed, (c) It is assumed that consecutive
events may be assigned the same code.

Users can change the defaults in several ways by pro-
viding optional arguments in the DOS command line:
(a) number of permutations can be changed, up to a
maximum of 5,000 per block; (b) number of blocks can
be changed, up to a maximum of 50 (i.e., total maximum
number of permutations can be 250,000); (c) separate
printout of estimates of p values can be requested for
every block; (d) 99% confidence intervals can be re-
quested; (e) results for lags other than 1 can be specified,
up to lag 10; (f) PSEQ can be told that consecutive
events cannot be assigned the same code, thus con-
straining the shuffling of observed sequences; (g) print-
out of the first several shuffled sequences can be re-
quested, up to a maximum of 50; (h) winnowing of
cellwise statistics can be requested. Sequences in an
SDIS data file can be divided into data blocks (sessions
and subjects; see Bakeman & Quera, 1992,1995a). How-
ever, PSEQ always aggregates lag frequencies over all
data blocks, thus yielding results for the data as a whole.

When performing the permutations, each data block is
permuted separately, lag frequencies for every per-
muted data block are tallied, and counts are pooled over
all permuted data blocks.

PSEQ displays cellwise p values with plus or minus
signs attached, depending on whether the p value is the
proportion of permutations yielding lag frequencies that
are greater than or equal to the observed count (given
code tends to activate target code) or the proportion of
permutations yielding lag frequencies that are less than
the observed count (given code tends to inhibit target
code). If the number of permutations requested is small,
estimates of p values for different blocks may be unsta-
ble, that is, may have plus signs attached for some blocks
and minus signs for others; in this case, a mean p value
is meaningless, and PSEQ does not compute it.

If requested, PSEQ winnows significant cells and ex-
tracts those cells whose deviation from the expected is
responsible for the rejection of the [0][L] model, for
every lag L that is specified. The first model tested is
[0][L], for every L, both by asymptotic (G2) and exact
methods. Then, cells having the smallest p values, as
obtained by PSEQ before winnowing, are successively
removed, that is, set to structural zeros, and the corre-
sponding quasi-independence model [0][L] is tested by
asymptotic and exact methods. The process stops when
the model fits the data, that is, when its exact p value
is not small (greater than .10).

PSEQ is written in Borland C and runs in an MS-
DOS environment. It is available from the authors, to-
gether with a copy of the SDIS parsing program. To
receive a copy of the executable files, mail a formatted
3.5 floppy disk with a self-addressed return mailer to
either R. Bakeman or V. Quera (stamped if within the
United States or Spain). Enclose a note stating that you
will use the programs only for noncommercial purposes,
that you will not give copies to others, and that you
understand that they are not guaranteed free of error.
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